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Preface

We wrote this manual to introduce RN a language and environment for sta-
tistical computing and graphicsN to epidemiologists and health data analysts
conducting epidemiologic studies. From our experience in public health prac-
tice, sometimes even formally trained epidemiologists lack the breadth of an-
alytic skills required at health departments where resources are very limited.
Recent graduates come prepared with a solid foundation in epidemiological
and statistical concepts and principles and they are ready to run a multi-
variable analysis (which is not a bad thing we are grateful for highly trained
stal ). However, what is sometimes lacking is the practical knowledge, skills,
and abilities to collect and process data from multiple sources (e.g., Census
data; legally reportable diseases, death and birth registries) and to adequately
implement new methods they did not learn in school. One approach to im-
plementing new methods is to look for the GcommandsOamong their favorite
statistical packages (or to buy a new software program). If the commands
do not exist, then the method may not be implemented. In a sense, they are
looking for a custom-made solution that makes their work quick and easy.

In contrast to custom-made tools or software packages, R is a suite of basic
tools for statistical programming, analysis, and graphics. One will not bnd a
GommandOfor a large number of analytic procedures one may want to exe-
cute. Instead, R is more like a set of high quality carpentry tools (hammer,
saw, nails, and measuring tape) for tackling an inbnite number of analytic
problems, including those for which custom-made tools are not readily avail-
able or a! ordable. We like to think of R as a set of extensible tools to imple-
ment one@analysis plan, regardless of simplicity or complexity. With practice,
one not only learns to apply new methods, but one also develops a depth of
understanding that sharpens one@ intuition and insight. With understanding
comes clarity, focused problem-solving, and conbdence.

This book is divided into three parts. First, we cover how to process,
manipulate, and operate on data in R. Most books cover this material brieRy
or leave it for an appendix. We decided to dedicate a signibcant amount of
space to this topic with the assumption that the average epidemiologist is
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not familiar with R and a good grounding in the basics will make the later
chapters more understandable. Second, we cover basic epidemiology topics
addressed in most books but we infuse R to demonstrate concepts and to
exercise your intuition. You may notice a heavier emphasis on descriptive
epidemiology which is what is more commonly used at health departments,
at least as a brst step. In this section we do cover regression methods and
graphical displays. T hird, we haveincluded Chow toOchapterson a diversity of
topicsthat come up in public health, such as meta-analysis, decision analysis,
and multi-state modeling. Our goal is not to be comprehensive in each topic
but to demonstrate how R can be used to implement a diversity of methods
relevant to public health epidemiology and evidence-based practice.

To help us spread the word, this book is available on the World Wide
Web (http://waw epi t ool s. net). We do not want Pnancial or geographical
barriers to limit access to this material. We are only presenting what we
have learned from the generosity of others. Our hope is that more and more
epidemiologists will embrace R for epidemiological applications, or at least,
include it in their toolbox.

Berkeley, California Tomas Aragen
November 2005 Wayne Enanoria
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Getting Started With R

Tomas Aragen August 27, 2007
Wayne Enanoria

1.1 What isR?

R is a freely available Gcomputational language and environment for data
analysis and graphics.OR is indispensable for anyonethat uses and interprets
data. As medical, public health, and research epidemiologists, we use R in the
following ways:

Full-function calculator
Extensible statistical package
High-quality graphics tool
Multi-use programming language

We use R to explore, analyze, and understand epidemiological data. We
analyze data straight out of tables provided in reports or articles as well
as analyze usual data sets. The data might be a large, individual-level data
set imported from another source (e.g., cancer registry); an imported matrix
of group-level data (e.g, population estimates or projections); or some data
extracted from ajournal articlewe arereviewing. The ability to quantitatively
express, graphically explore, and describe epidemiologic data and processes
enables one to work and strengthen one@® epidemiologic intuition.

In fact, we only use a very small fraction of the R package. For those who
develop an interest or have a need, R also has many of the statistical modeling
tools used by epidemiologists and statisticians, including logistic and Poisson
regression, and Cox proportional hazard models. However, for many of these
routine statistical models, almost any package will su" ce (SAS, Stata, SPSS,
etc.). The real advantage of R is the ability to easily manipulate, explore,
and graph data. Repetitive analytic tasks can be automated or streamlined
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with the creation of simple functions (programs that execute specibc tasks).
Theinitial learning curveis steep, but in the long run one is able to conduct
analyses that would otherwise require a tremendous amounts of programming
and time.

You may bnd R challenging to learn if you are not familiar with statistical
programming. R was created by statistical programmers and is more often
used by analysts comfortable with matrix algebra and programming. However,
even for those unfamiliar with matrix algebra, there are many analyses one
can accomplish in R without using any advanced mathematics, which would
be di" cult in other programs. The ability to easily manipulate data in R
will allow one to conduct good descriptive epidemiology, life table methods,
graphical displays, and exploration of epidemiologic concepts. R allows oneto
work with data in any way they come.

1.1.1 Who should learn R?

Anyone that uses a calculator or spreadsheet, or analyzes numerical data
at least weekly should seriously consider learning and using R. This includes
epidemiologists, statisticians, physician researchers, engineers, and faculty and
students of math and science courses, to name just a few. We jokingly tell our
stal analyststhat oncethey learn R they will never use a spreadsheet program
again (well almost never).

1.1.2 Why should I learn R?

To implement numerical methods you need a computational tool. On one
end of the spectrum are calculators and spreadsheets for simple calculations,
and on the other end of the spectrum are specialized computer programs for
such things as statistical and mathematical modeling. However, many numer-
ical problems are not easily handled by these approaches. Calculators, and
even spreadsheets, are too ine" cient and cumbersome for numerical calcula-
tions whose scope and scale change frequently. Statistical packages are usually
tailored for the statistical analysis of data sets and often lack an intuitive,
extensible, and powerful programming language for tackling new problems ef-
bciently. R can do the simplest and the most complex analysis €' ciently and
el ectively.

When you learn and use R regularly you will save signibcant amounts
of time and money. 1t@ powerful and it@ free! 1t@ a complete environment
for data analysis and graphics. Its straightforward programming language
facilitates the development of functions to extend and improve the €' ciency
of your analyses.

1.1.3 Where can I get R?

R is available for many computer platforms, including Mac OS, Linux, Mi-
crosoft Windows, and others. R comes as source code or a binary Ple. Source
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code needs to be compiled into an executable program for your computer.
Those not familiar with compiling source code (and that® most of us) just
install the binary program. We assume most readers will be using R in the
Mac OS or MS Windows environment. Listed here are useful R links:

R Project home page at http: //w r- project.org/;

R download page at http://cran.r-project.org;
Numerousfreetutorialsareat http://cran.r-proj ect. or g/ ot her - docs.
htm;

R Wiki siteat http://w Kki.r-project.org/rw ki /doku. php; and

R Newsletter at http://cran. r-proj ect. org/ doc/ Rhews/ .

To install R for Windows, do the the following:

Gotohttp://wawr-project.org/;
From the left menu list, click on the CCRANOIink;
Select a geographic site near you (e.g., http://cran. cnr. berkel ey.
edu/);
Select appropriate operating system;
Select on (haseOlink;
For Windows, save R 2. 5. 1-wi n32. exeto folder from step 1; for Mac OS,
save R-2.5. 1-m ni . dny.

e Run theinstallation program and accept the default installation options.
That@ it!

1.2 How do | use R?

1.2.1 Using R on your computer

Use R by typing commands at the R command line prompt (>) and pressing
Enter on your keyboard. This is how to use R interactively. Alternatively,
from the R command line, you can also execute a list of R commands that
you have saved in a text ble (more on this later). Here is an example of using
R as a calculator:

> 84

[1] 32

> (4 + 6)"3
[1] 1000

And, now for an example using R as a spreadsheet. Use the scan function to
enter data at the command line. At the end of each line pressthe Enter key to
move to the next line. Pressing the Enter key twice complete the data entry.
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> quantity <- scan()

1: 34 56 22
4:
Read 3 itens

> price <- scan()

1: 19.95 14.95 10.99

4:

Read 3 itens

>total <- quantity*price

> cbind(quantity, price, total)
quantity price total

[1,] 34 19.95 678. 30

[2,] 56 14.95 837.20

[3,] 22 10.99 241.78

1.2.2 Can I use R on the World Wide Web

Although we highly recommend installing R on your computer, for a variety of
reasonsyou may not be ableto do so. Thisisnot amajor problem because you
can run R commands using Rweb. Rweb is a Web-based interface to R that
takes the submitted code, runs R on the code (in batch mode), and returns
the output (printed and graphical). You can try Rweb from the University of
Minnesota Statistics Department?.

1.2.3 Does R have epidemiology programs?

The default installation of R does not have packages that specibcally imple-
ment epidemiologic applications, however, many of the statistical tools that
epidemiologists use are readily available, including statistical models such as
unconditional logistic regression, conditional logistic regression, Poisson re-
gression, Cox proportional hazards regression, and much more.

To meet the specibc needs of public health epidemiologists and health
data analysts, we maintain a freely available suite of Epidemiology Toolsl: the
epi t ool s R package can be directly installed from within R or downloaded
from the EpiTools Web site?.

For example, to evaluate the association of consuming jellowith a diarrheal
illness after attending a church supper in 1940, we can usethe epi t ab function
from the epi t ool s package. In the R codethat follows, the # symbol precedes
comments that are not evaluated by R.

> | i brary(epitool s) #l oad Cepi t ool sO package
> dat a( oswego) #l oad Gswego dat aset

!http://rweb. stat. um. edu/ Rneb/ Raeb. gener al . ht n
2 http://ww epi t ool s. net
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> attach(oswego) #att ach dat aset

> round(epitab(jello, ill, nmethod = "riskratio")$tab, 3)
Qut cone

Predictor N po Y pl riskratio | ower upper p.value
N 22 0.423 30 0.577 1. 000 NA NA NA
Y 7 0.304 16 0. 696 1.206 0.844 1.723 0.442

> round(epitab(jello, ill, nmethod = "oddsratio")$tab, 3)
Qut cone

Predictor N po Y pl oddsratio | ower upper p.value
N 22 0.759 30 0.652 1. 000 NA NA NA
Y 7 0.241 16 0. 348 1.676 0.59 4.765 0.442

> det ach( oswego) #det ach dat aset

The risk of illness among those that consumed jello was 69.6% compared to
57.7% among thosethat did not consumejello. Both therisk ratio and the odds
ratio were elevated but we cannot exclude random error as an explanation (p
value = 0.44). We also notice that the odds ratio is not a good approximation
totherisk ratio. T hisoccurswhen the risks among the exposed and unexposed
is greater than 10%. In this case, the risks of diarheal illness were 69.6% and
57.7% among exposed and nonexposed, respectively.

1.2.4 How should I use these notes?

The best way to learn R is to use it! Use it as your calculator! Use it as
your spreadsheet! Finally read these notes sitting at a computer and use R
interactively (this works best sitting in a cafe that brews great co! ee and
plays good music). In this book, when we display R code it appears as if we
are typing the code directly at the R command line:

> X <- matrix(1:9, nrow= 3, ncol = 3)
> X
(.1 [.2] [,3]

[1,] 1 4 7
[2,] 2 5 8

[3] 3 6 9
Sometimes the R code appears as it would in a text editor (e.g., Notepad)
before it has been evaluated by R. When a text editor version of R code is
displayed it appears without the command line and without output:

X < matrix(1:9,3,3)
X

When the R code displayed exceeds the page width it will continue on the
next line but indented. Here® an example:

agegrps <- c("Age < 1", "Age 1to 4", "Age 5to 14", "Age 15
to 24", "Age 25 to 44", "Age 45 to 64", "Age 64+")
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Table 1.1. Selected math operators

Operator Description Try these examples
+ addition 5+4
! subtraction 5-4
multiplication 5%4
/ division 5/4
0 exponentiation 54
! unary minus (change current sign) -5
abs absolute value abs(-23)
exp exponentiation (e to a power) exp(8)
log logarithm (default is natural log) | og(exp(8))
sqrt square root sqrt (64)
%/ % integer divide 10% %3
%% modulus 10988
%* % matrix multiplication XX <- matrix(1l:4, 2, 2)

xx%9%(1, 1)
c(l, 1)%%x

Although we encourage you to initially use R interactively by typing ex-
pressions at the command line, as a general rule, it is much better to type
your code into a text editor. Save your code with a convenient ble name such
asjob01.R3. For convenience, R comes with its own text editor. For Windows,
under File, select New script to open an empty text ble. For Mac OS, under
File, select New Document. As before, save this text ble with a . Rextension.
Within R@ text editor, we can highlight and run selected commands.

The code in your text editor can be run in the following ways:

Highlight and run selected command in the R editor;

Paste the code directly into R at the command line;

Paste the code directly into the Rweb command window;

Run the blein batch mode from the R command line using the sour ce("j ob0l1. R').

1.3 Just do it!

1.3.1 Using R as your calculator

Open R and start using it as your calculator. The most common math opera-
tors are displayed in Table 1.1. From now on make R your default calculator!

3 The.R extension, although not necessary, is useful when searching for R command
ples. Additionally, this Ple extension is recognized by some text editors
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Table 1.2. Types of evaluable expressions

Expression type Try these examples

character "hello, ny nane is John Snow'

numeric 3.5

logical TRE FALSE

function print (x)

math operation 6*7

comment #lines preceded with # are not eval uated
assignment X <- 4*4; x

data object (e.g., x) x < 4*4; x

Study the examples and spend a few minutes experimenting with R as a cal-
culator. Use parentheses as needed to group operations. Use the keyboard
Up-arrow to recall what you previously entered at the command line prompt.

1.3.2 Useful R concepts
Types of evaluable expressions

Every expression that is entered at the R command line is evaluated by R
and returns a value (for example, R evaluates the expression 4*4 and re-
turns the value 16). The exception to this is when an evaluable expression
is assigned an object name: x <- 4*4. To display the assigned expression,
wrap the expression in parentheses: (x <- 4*4). Finally, evaluable expres-
sions must be separated by either newline breaks or a semicolon. Table 1.2
summarizes evaluable expressions.

Using the assignment operator

Most calculators have a memory function: the ability to assign a number or
numerical result to a key for recalling that number or result at a later time.
The sameistruein R but it is much more Rexible. Any evaluable expression
can be assigned a name and recalled at alater time. Werefer to these variables
as data objects. We use the assignment operator (<-) to name an evaluable
expression and save it as a data object.

> xx <- "hello, whatGs your nane"
> XX
[1] "hello, whatGs your nane"

Wrapping the assignment expression in parentheses makes the assignment and
displays the data object value(s).
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> xx <- 5 #assi gnnent ; no di spl ay
> (yy < xx"3) #assignnent; displays eval uation
[1] 125

Multiple assignments work and are read from right to left:

> aa <- bb < 99
> aa; bb

[1] 99

[1] 99

Finally, the equal sign (=) can be used for assignments, although we prefer
and recommend the <- symbol:

> ages = c¢(34, 45, 67)
> ages
[1] 34 45 67

Thereason we prefer <- for assigning object namesin the workspaceis because
later we use = for assigning values to function arguments. For example,

> x < 20:25 #obj ect nane assi gnnent
> X

[1] 20 21 22 23 24 25

> sanpl e(x = 1:10, size = 5) #argunent assignments
[1] 96 325

> X

[1] 20 21 22 23 24 25

Thebrst x isan object name assignment in the workspace which persist during
the R session. The second x is a function argument assignment which is only
recognized locally in the function and only for the duration of the function
execution. For clarity, it is better to keep these types of assignments separate
in our mind by using di! erent assignment symbols.

Study these previous examples and spend a few minutes using the assign-
ment operator to create and call data objects. Try to use descriptive names
if possible. For example, suppose you have data on age categories, you might
name the data agecat , age. cat, or age_cat *. These are all acceptable.

1.3.3 Useful R functions

When you start R you have opened a workspace. The brst time you use R,
the workspace is empty. Every time you create a data object, it is in the
workspace. If a data object with the same name already exists, the old data
object will be overwritten, so be careful. To list the objectsin your workspace
use thel s or obj ect s functions:

4 In older versions of R, the underscore symbol () could be used for assignments,
but thisis no longer permitted. The QOsymbol can be used to make your object
name more readable and is consistent with other software.
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Table 1.3. Useful R functions

Function Description Try these examples

q Quit R a()

Is List objects I's()

objects obj ects() #equi val ent
rm Remove object(s) yy <- 1:5; 1Is()
remove rogyy); 1s()

#renmove everything: caution!

rnflist =1s()); Is()

help Open help instructions; or get hel p()
help on specibc topic. hel p(pl ot)
?pl ot #equi val ent
help.search ~ Search help system given hel p. search("print")
character string
help.start Start help browser hel p. start()
apropos Displays all objects in the apr opos(pl ot)
search list matching topic
getwd Get working directory get wd()
setwd Set working directory setwd("c: \ nywor k\ proj ect. R")
args Display arguments of function args(sanpl e)
example Runs example of function exanpl e(pl ot)
data Information on available R data() #displays data sets
data sets; load data set data(Titanic) # oad data set
save.image Saves current workspace to save. i nage()
.RData

> | s() ##display enpty workspace

char act er (0)

>x < 1.5

> 1s()

[1] "x"

> X

[1] 12345

> x <- 10: 15 #overwites w thout warni ng
> X

[1] 10 11 12 13 14 15

Data objects can be saved between sessions. You will be prompted with
CBave workspace image?O(You can also use save. i nrage() at the command
line.) The workspace image is saved in a Ple called . RDat a. Use get wd() to
display the Ple path to the . RDat a ble. Table 1.3 has more useful R functions.
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What are packages?

R has many available functions. When you open R, several packages are at-
tached by default. Each package hasits own suite of functions. To display the
list of attached packages use the sear ch function.

> search()
[1] ".d obal Env" "package: net hods"  "package: stats"
[4] "package: graphi cs" "package: gr Devi ces" "package: utils"
[7] "package: dat asets” "Autol oads" " package: base"

To display the ble paths to the packages use the sear chpat hs function.

> sear chpat hs()

[1] ".d obal Env"

[2] "C /R rw2001/1i brary/ net hods"
[3] "C/Rrw2001/1ibrary/stats"

[4] "C /R rw2001/1ibrary/graphi cs"
[5] "C /R rw2001/1ibrary/grDevi ces"
[6] "C/Rrw001/library/utils"

[7] "C /R rw2001/!1i brary/ dat asets"
[8] "Autol oads"

[9] "C /R rw2001/1i brary/ base"

Tolearn moreabout a specibc packageenter | i brary(hel p=package_name) .
Alternatively, you can get moredetailed information by entering hel p. start ()
which opens the HTML help page. On this page click on the Packages
link to see the available packages. If you need to load a package enter
|'i brary(package_name). For example, when we cover survival analysis we
will need to load the survi val package.

What are function arguments?

We will be using many R functions for data analysis, so we need to know some
function basics. Suppose we are interested in taking a random sample of days
from the month of June, which has 30 days. We want to use the {sanpl e}
function but we forgot the syntax. Let® explore:

> sanpl e
function (x, size, replace = FALSE, prob = NULL)
{
if (length(x) == 1 & x >= 1) {
i f (mssing(size))
Size < x
.Internal (sanpl e(x, size, replace, prob))

}

el se {
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i f (mssing(size))
size <- | ength(x)
X[ . Internal (sanpl e(l engt h(x), size, replace, prob))]
}
}
<envi ronment : namespace: base>
Whoa! What happened? Whenever you type the function name without
any parentheses it usually returns the whole function code. This is useful
when you start programming and you need to (1) alter an existing function,
(2) borrow code for your own functions, or (3) study the code for learning
how to program. If we are already familiar with the sanpl e function we may

only need to see the syntax of the function arguments. For this we use the
ar gs function.

> args(sanpl e)
function (x, size, replace = FALSE, prob = NUL)
NULL

The terms X, si ze, repl ace, and prob are the function arguments. First,
notice that r epl ace and pr ob have default values; that is, we do not need to
specify these arguments unless we want to override the default values. Second,
noticethe order of thearguments. If you enter the argument valuesin the same
order as the argument list you do not need to specify the argument.

> dates <- 1:30
> sanpl e(dates, 18)
[1] 29 1228 8 5 21324201811 1423 121 422 9

Third, if you enter the arguments out of order then you will get either an
error message or an undesired result. Arguments entered out of their default
order need to be specibed.

> sanpl (18, dates) #gives undesired results

[1] 2

> #No! V¢ wanted sanpl e of size = 18

> sanpl e(size = 18, x = dates) #gives desired result

[1] 629 12713 7241921 522 12 14 23 2515 18 11

Fourth, when you specify an argument you only need to type a su" cient
number of letters so that R can uniquely identify it from the other arguments.

> sanpl e(s = 18, x = dates, r = T) #sanpling wth repl acenment
[1] 23102327 1314 1 7232628 32328 9 623 5

Fifth, argument values can be any valid R expression (including functions)
that yieldsto an appropriatevalue. In the following example we see two sample
functions that provide random values to the sanpl e function arguments.
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File Edit Misc Packages ‘Windows | Help

|} Console I
FAQ on R

|% R Console

FAQ on R for Windows

Manuals (in PDF) An Introduction ta R

B : Copyright 2005, The !

R Functions (text)...
Version 2.1.0 (2005-04-

Heml help
Search help. ..

R Data Import{Export
R Language Definition

R iz free softwyare and o Wwitlting R Extensions
Tou are welcome to redis’  Apropos... R Installation and Administration
Type 'license()l' or 'lie Tion details.
R Project home page
Matural language suppo: <RANhome page English locale
. . About .
B iz a collaborative PEO cees—ee—eg— L0UL0CS .

Type 'contributors()' for more information and

Fig. 1.1. Select Help from the main menu in the Windows OS.

> sanpl e(s = sanpl e(1: 100, 1), x = sanpl e(1:10, 5), r=T)
[1]] 3 4 9 3 3 910 310 310 4 9 3 5 9 4 5

Finally, if you need more guidance on how to use the sanpl e function enter
?sanpl e or hel p(sanpl €).

1.3.4 How do I get help?

R has extensive help capabilities. From the main menu select Help to get you
started (Figure 1.1). The Frequently Asked Questions (FAQ) and R manuals
are available from this menu. The R functions (text)..., Html help, Search
help. .., and Apropos. .. selections are also available from the command line.

From the command line, you have several options. Suppose you are inter-
ested in learning abouting help capabilities.

> ?hel p #opens hel p page for Chel pO function

> hel p() #opens hel p page for Chel pO function

> hel p( hel p) #opens hel p page for Chel pO function

> hel p.start() #starts HTM. hel p page

> hel p. search("hel p") #searches hel p systemfor "hel p"

> apropos( " hel p") #di spl ays Chel pO obj ects in search |ist

> apropos("hel p")

[1] "help" "hel p.search” "hel p.start” "mai n. hel p.url”

To learn about about available data sets use the dat a function:

> data() #di spl ays avai |l abl e data sets
> try(dat a(package = "survival ")) #lists survival pkg data sets
> hel p(pbc, package = "survival") #displays pbc data hel p page
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1.3.5 Is there anything else that I need?

Maybe. (Yes if you are serious about data analysis!) A good text editor will
make your programming and data processing easier and more €' cient. A text
editor isa program for, you guessed it, editing text! T he functionality we look
for in atext editor are the following:

1. Toggle between wrapped and unwrapped text

2. Block cutting and pasting (also called column editing)
3. Easy macro programming

4. Search and replace using regular expressions

5. Ability to import large datasets for editing

When you are programming you want your text to wrap so you can read
all of your code. When you import a data set that is wider than the screen,
you do not want the data set to wrap: you want it to appear in its tabular
format. Column editing allows you to cut and paste columns of text at will. A
macro isjust a way for the text editor to learn a set of keystrokes (including
search and replace) that can be executed as needed. Searching using regular
expressions means searching for text based on relativeattributes. For example,
suppose you want to bnd all words that begin with Cb,Oend with Qy,Ohave
any number of letters in between but not GO and (.0 Regular expression
searching makes this a trivial task. These are powerful features that once you
use regularly, you will wonder how you ever got along without them.

If you do not want toinstall atext editing program then just usethe default
text editor that comes with your computer operating system (TextEdit in
Mac OS, Notepad in Windows). A much more powerful, Windows-dedicated,
yet user-friendly text editor that works with R is WinEdt®. The RW¥nEdt
package in R turns WinEdt into a R programming text editor. If you are
game, we highly recommend the freely available, open source Emacs. Emacs
can be extended with the CEmacs Speaks StatisticsO(ESS) packagethat works
with R. For more information on Emacs and ESS pre-installed for Windows,
visit http://ess.r-project.org/ . For the Mac OS, we recommend Carbon
Emacs (Figure 1.2 on the following page), available from htt p: / / hormepage.
nmac. con zeni t ani / enacs- e. htni .

1.3.6 What’s ahead?

To the novice user, R may seem complicated and di" cult to learn. In fact, for
its immense power and versatility, R is easier to learn and deploy compared
to other statistical software (e.g. SAS, Stata, SPSS). This is because R was
built from the ground up to be an €' cient and intuitive programming lan-
guage and environment. If one understands the logic and structure of R, then
learning proceeds quickly. Just like a spoken language, once we know its rules

5 http://ww w nedt.com
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Emacs File Edit Options Buffers Tools Imenu—SEHelp
®e06 Emacs@172.16.1.34 | What is this? (beta)

' Load file (C-c C-I) | mIc
D B @ X EI <:D % @ Iﬁ @ B 1 Bvaitiunc/para Bstep (Coc Co0) Q~ emacs ess screenshots

= = = Enter expression (C-c C-t) ¥ Server 4 UCB Home [# UCB Bearfacts % You'
= = fO L Eval and Go >
| odds.ratio <- function(x, pad.zeros=FALSE, conf.level=0.9 Eval buffer (C-c C-b)

Lf (pad.zeros) { Motion... > Eval region (C-c C-r)
. (any(x==0)) x <= x + 0.5 ESS list... » | Eval function (C-M-x)
theta < x[1,1] * x[2,2] / ¢ x[2,1] * x[1,2] ) ESS Edit > Eval func/para & step (C-c C-c)
| ASE <- sqre(sum(1/x)) Start Process @ Eval line[(C-c C-))
| €I < exp(log(theta)+ c(-1,1) * gnorm(@.5*(1l+conf.level) Switch Process (C-c C-s) Eval line & step (C-c C-n)
i list(estimator=theta, ) Eval paragraph
||| ASE=ASE, Describe (C-h m) Eval para. & step (C-c C-p)
\ conf.interval=CI, About editing
| conf.level=conf.level) Read ESS info
i
}
| Send bug report About
| exposure as. factor(sample(c( > ),100, rep= 5UE)) ' &
| cancer as. factor(sample(c( . ),100,rep=T))
dat table(exposure,cancer)
| odds.ratio(dat)
1 0
##GENERALIZED MEASURES OF ASSOCIATION
##
| B Noncase Case Total
##Nonexposed  a b N
| ##Exposed L~ d N1
##Total
| "oddsratio.umle r
function(..., alt = c( . = N{
x epitable(...) A F

if(any((dim(x)==c(2,2))==FALSE)) stop( D) v
--:** epitools.r 67% (1904,8)  (ESS[S] [nonel) {

Fig. 1.2. Carbon Emacs and ESS in the Mac OS

of grammar, syntax, and pronunciation, and can write legible sentences, we
can bgure out how to communicate almost anything. Before the next chapter,
we want to describe the GorestQ the logic and structure of working with R
objects and epidemiologic data.

Working with R objects

For our purposes, there are only bve types of data objectsin R® and bve types
of actions we take on these objects (Table 1.4 on the next page). That@it! No
more, no less. You will learn to create, name, index (subset), replace compo-
nents of, and operate on these data objects using a systematic, comprehensive
approach. As you learn about each new data object type, it will reinforce and
extend what you learned previously.

A vector is a collection of elements (usually numbers):

>x < c(1, 2, 3, 4,5 6 7 8 9 10, 11, 12)
> X
[1] 1 2 3 45 6 7 8 91011 12

A matrix is a 2-dimensional representaton of a vector:

5 Thesixth typeof R object isafunction. Functions can create, manipulate, operate
on, and store data; however, we will use functions primarily to execute a series of
R GcommandsOand not as primary data objects.
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Table 1.4. Types of actions taken on R data objects and where to bnd examples

Action Vector Matrix Array List Data Frame
Creating Table 2.4 Table2.11 Table218 Table2.24 Table 2.30
(p- 32 (p- 48) (p. 63) (p. 76) (p. 85)
Naming Table25 Table2.12 Table2.19 Table225 Table231
(p. 35) (p. 52) (p. 66) (p. 77) (p. 85)
Indexing Table 2.6 Table2.13 Table220 Table2.26 Table 2.32
(p. 36) (p. 54) (p. 66) (p. 77) (p. 87)
Replacing Table 2.7 Table2.14 Table221 Table2.27 Table2.33
(p. 38) (p. 55) (p. 67) (p. 79) (p. 89)
Operatingon Table 2.8 Table 215 Table2.22 Table2.28 Table2.34
(p. 39) (p. 56) (p. 68) (p. 80) (p. 90)
Table 2.9
(p- 43)

>y < matrix(x, nrow = 2)
>y

[01] [.2] [.3] [.4] [.5] [.6]
[1,] 1 3 5 7 9 11
[2,] 2 4 6 8 10 12

An array is a3 or more dimensional represention of a vector:

>z < array(x, dim=c(2, 3, 2))

> 7
o1

(.11 [.2] [.3]
[1,] 1 3 5
[22] 2 4 6

(.1 [.2] [.3]
[1,] 7 9 11
[20] 8 10 12

A list is a collection of Cbins,Oeach containing any kind of R object:
>nylist < list(x, vy, 2)

> nyli st

(]
[1] 1 2 3 456 7 8 9101112

[[2]]
(1 [.2] [,3] [.4] [.5] [.6]



18 1 Getting Started With R

[,] 1 3 5 7 9 1
[22] 2 4 6 8 10 12

[[3]]
;1

(.11 [.2] [.3]
[1,] 1 3 5
[22] 2 4 6

(.1 [,2] [,3]
[1,] 7 9 11
[22] 8 10 12

A data frame is alist in tabular form where each (hinOcontains a data vector
of the same length. A data frame is the usual tabular data set familiar to
epidemiologists. Each row is an record and each column (inQ is a beld.

kids <- c("Tomasito", "Lusito", "Angelita")
gender <- c("boy", "boy", "girl")
age < c(8, 7, 4)
nydf <- data.frame(kids, gender, age)
nydf
ki ds gender age
1 Tomasito boy 8
2 Lusito boy 7
3 Angelita girl 4

V VV VYV

In the next chapter we explore these R data objectsin greater detail.
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Problems

1.1. If you have not done so already, install R on your personal computer.
What is the Ple path to your R working directory?

1.2. By default, which R packages come already installed?

1.3. Oneinch equals 2.54 centimeters. Correct the following R code to create
a conversion table.

i nches <- 1:12
centineters <- inches/2.54
cbi nd(i nches, centineters)

1.4. To convert between temperatures in degrees Celsius (C) and Farenheit
(F), we use the following conversion formulas:

5

C=(F-32>
(F - 322
9

= -C+

F=zC+32

At standard temperature and pressure, the freezing and boiling points of
water are 0 and 100 degrees Celsius, respectively. What are the freezing and
boiling points of water in degrees Fahrenheit?

1.5. For the Celsius temperatures 0, 5, 10, 15, 20, 25, ..., 80, 85, 90, 95,
100, construct a conversion table that displays the corresponding Fahrenheit
temperatures. Hint: to createthe sequence of Celsiustemperatures use seq( 0,
100, 5).

1.6. BMI isarédliable indicator of total body fat, which isrelated to the risk
of disease and death. The score is valid for both men and women but it does
have some limits. BMI does have some limitations. it may overestimate body
fat in athletes and others who have a muscular build, it may underestimate
body fat in older persons and others who have lost muscle mass.

Table 1.5. Body mass index classibcation

BMI Classibcation
< 185 Underweight
[18.5,25) Normal weight
[25,30) Overweight

# 30 Obesity

Body Mass Index (BMI) is calculated from your weight in kilograms and
height in meters:
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BMI = <9
m

1kg~2.2lb
1m ~ 3.3ft
Calculate your BMI (don® report it to us).

1.7. Using Table 1.1 on page 8, explain in words, and use R to illustrate, the
di! erence between modulus and integer divide.

1.8. In mathematics, a logarithm (to base b) of a number x iswritten logs(x)
and equals the exponent y that satisbes x = kY. In other words,

y = logs(x)
is equivalent to
Xx=b
In R, thel og function is to the base e. Implement the following R code
and study the graph:

curve(l og(x), 0, 6)
abline(v = c(1, exp(1)), h=c(0, 1), Ity =2)

What kind of generalizations can you make about the natural logarithm and
the number e?

1.9. Risk (R) is a probability bounded between 0 and 1. Odds s the following
transformation of R:

R

Use the following code to plot the odds:
curve(x/ (1-x), 0, 1)

Now, use the following code to plot the log(odds):
curve(l og(x/(1-x)), 0, 1)

What kind of generalizations can you make about the log(odds) as a trans-
formation of risk?

1.10. Usethedatain Table 1.6 on the next page. Assume oneis HIV-negative.
If the probability of infection per act is p, then the probability of not getting
infected per act is (1 — p). The probability of not getting infected after 2
consecutive actsis (1— p)?, and after 3 consecutive actsis (1—p)3. Therefore,
the probability of not getting infected infected after n consecutive acts is
(1 - p)™, and the probability of getting infected after n consecutive acts is
1—(1—p)™. For each non-blood transfusion transmission probability (per act
risk) in Table 1.6, calculatetherisk of being infected after one year (365 days)
if one carries out the same act once daily for one year with an HIV-infected
partner. Do these cumulative risks make intuitive sense? Why or why not?
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Table 1.6. Estimated per-act risk (transmission probability) for acquisition of HIV,
by exposure route to an infected source. Source: CDC [1]

Exposure route Risk per 10,000 exposures
Blood transfusion (BT) 9,000
Needle-sharing injection-drug use (IDU) 67

Receptive anal intercourse (RAI) 50
Percutaneous needle stick (PNS) 30

Receptive penile-vaginal intercourse (RPVI) 10

Insertive anal intercourse (1Al) 6.5

Insertive penile-vaginal intercourse (IPVI) 5

Receptive oral intercourse on penis (ROI) 1

Insertive oral intercourse with penis (101) 0.5




